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Abstract

This paper presents an analytical evaluation of the performance of adaptive wormhole

routing in a two-dimensional torus. Our analysis focuses on minimal and fully adaptive worm-

hole routing that allows a message to use any shortest path between source and destination. A

validation of the analysis through simulation is presented to demonstrate the accuracy of the

obtained results. Finally, we remark that no theoretical limitation prevents the extension of

our analytical approach to the evaluation of the performance of adaptive wormhole routing

in hypercubes or other symmetric topologies with wrap-around connections. � 2002 Elsevier

Science B.V. All rights reserved.
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1. Introduction

Wormhole routing is the most adopted and efficient technique for communica-
tions in parallel machines [28]. This policy makes the latency insensitive to the diam-
eter of the interconnection network in case of light traffic and allows the reduction of
the channel buffer size. Even if commercial multicomputers employ wormhole com-
bined with deterministic routing, several studies have demonstrated the usefulness of
adaptive strategies [5,6,13,15,22]. Deterministic routing does not have the ability to
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cope with dynamic network conditions such as faults and congestion because the
path between source and destination is determined statically. These drawbacks are
avoided by adaptive routing that, in case of channel unavailability, looks for alter-
native paths.

In this paper we propose an analytical approach to evaluate performance of min-
imal and fully adaptive wormhole. We present the model for a two-dimensional to-
rus with bi-directional links. However, our analysis can be extended to other
symmetric k-ary n-cubes with wrap-around connections (especially with low dimen-
sional topologies which were demonstrated to achieve best performance [2,10]).

In the literature, most of the results about adaptive wormhole have been obtained
through simulation studies (e.g., [6,15,16,20,22]), whereas analytical models are usu-
ally restricted to deterministic wormhole [1,7,8,10,12,19] or to different techniques
such as circuit-switching [9] and virtual-cut-through [21,24]. To the best of our knowl-
edge there are two papers related to our work [23,26], which present analytical eval-
uations for the case of adaptive wormhole routing.

Finally, we note that the dynamic choice of paths proper of adaptive routing
makes an analytical treatment of the wormhole technique very difficult. Many equa-
tions of our performance model show mutual dependencies that prevent a closed
form solution and motivate the recursive form equation for the mean latency time.

The remainder of the paper is organized as follows. In Section 2 we describe the
operational features of minimal and fully adaptive wormhole routing in a two-
dimensional torus. In Section 3 we present the model. In Section 4 we propose a so-
lution for the estimation of the mean latency time. In Section 5 we validate the
analytical results against time values obtained from simulations.

2. Routing techniques

Three main techniques transmit packets while building the path from the source
to the destination processor: store-and-forward, virtual-cut-through, and wormhole.
The store-and-forward technique gathers the entire message at each intermediate
node before asking for another channel. Virtual-cut-through, proposed by Kermani
and Kleinrock [18], aims at reducing the transmission time. It partitions a message in
flits and implements a pipeline technique for the transmission: upon getting a chan-
nel, the header flit tries to get another channel while the data flits are transmitted
through the already obtained channels. This strategy requires message buffering only
in the case of channel unavailability.

Latest generation multicomputers adopt wormhole routing [3,25] which, in the ab-
sence of channel contention, behaves like virtual-cut-through. However, when con-
tention occurs, wormhole does not gather all the flits into the buffer of the last
reached node, but stores them in the flit buffers of the nodes along the already estab-
lished path. A channel is released only after the last flit (tail flit) of the message is
transmitted through it.

Unlike deterministic routing that, in the case of channel contention, blocks the
message transmission, adaptive wormhole routing looks for alternative paths with-
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out releasing the already obtained channels. Deadlock is avoided by using multiple
virtual channels on each physical link and forcing a pre-defined allocation order of
virtual channels to messages [3,17,25]. An adaptive policy that adheres to minimal
path length is called minimal, whereas non-minimal policies, such as the turn model
[15] and dimension reversal routing [11], allow a message to use non-shortest paths.
Moreover, wormhole routing is called fully adaptive if a message is allowed to follow
any path of the minimal (or non-minimal) class; it is called partially adaptive when a
message can use only a subset of the paths of a class. In this paper, we refer to min-
imal and fully adaptive wormhole, such as planar-adaptive routing [6], which allows a
message to use any shortest path from the source to the destination. In a two-dimen-
sional torus, minimal fully adaptive wormhole routing works as follows:

• The header flit moves along the X dimension until it reaches the column of the
destination processor. Then, it proceeds along the channels of the Y dimension.
If there is no channel contention, the message is transmitted just as in dimension
ordering routing [25].

• If a channel along X is busy, the header flit tries to use a channel along Y . Then
the header tries again to use a channel along X until it reaches the column of the
destination processor.

• If channels are busy along both dimensions, the header flit waits until one of them
is released.

3. System model and basic assumptions

Each node ði; jÞ of the two-dimensional torus consists of a processing element Pi;j
that generates and receives messages, and a router node Ni;j with a controller per each
dimension. Nodes are connected through bi-directional full-duplex links. 1 The flit
size (bits) is equal to the number of wires B of a link. Therefore, each flit is transmit-
ted in a single cycle link time. This time represents the basic temporal unit of our
analysis.

To obtain an analytically tractable model we assume that generation times of mes-
sages at each processor are independent and identically distributed in accordance
with a Poisson process with rate 1=sbit (bit/cycle). This assumption and the symmetry
of torus topology guarantee that the network is balanced [18] that is, we can assume
that channels are equally likely to be visited independently of the message destina-
tion distribution. In this paper, the analysis is presented under the hypothesis that
the destination is an uniformly distributed random variable. However, there is no
theoretical limitation that prevents the extension of the analysis to other distribu-
tions that provide regular traffic (this can be done by simply modifying the average
path length). The analytical approach prevents the study of other realistic traffic pat-
terns, such as those analyzed in [20].

1 The terms link and channel are used interchangeably.
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As in Dally’s approach [10], we assume that the network has no virtual channels.
Actually, each physical link of a two-dimensional torus must have at least three vir-
tual channels to guarantee deadlock-freedom of adaptive wormhole transmissions
[6,14]. This assumption introduces an approximation because contentions are solved
at the channel boundary level instead of the flit buffer boundary. However, the val-
idation of our model against a simulation model with four virtual channels shows
that the analytical results are quite accurate. The effects of this assumption on per-
formance arise only when the message generation rate is close to the network satu-
ration point because, as expected, the model tends to anticipate saturation. Also, the

Fig. 1. Communication diagram for an average message.
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analysis might be extended to include the effects of virtual channels using the ap-
proaches presented in [4,23,27] as a basis.

Our analysis sees the wormhole message transmission as consisting of two consec-
utive and separate phases: path-hole and data-trail. During the path-hole phase, the
header flit selects the path from the source to the destination. All delays due to chan-
nel contentions are taken into account in this phase. The data-trail phase models the
transmission of data flits along the channels of the selected path. Since we are assum-
ing uniformly chosen destinations, the average length of the path along each dimen-
sion is K ¼ k=4, where k is the number of nodes of each dimension. We define
average message a message that travels on exactly K channels in each dimension.

Due to network symmetry and bi-directional links, it is possible to partition the
torus into four quadrants (north–east, north–west, south–west, south–east), with
the same number of nodes, such that the path of an average message belongs entirely
to one quadrant. Our analysis focuses on the south–east quadrant. This quadrant is
depicted in Fig. 1, where router nodes (i.e., circles) and channels (i.e., rectangular
boxes) are represented through a two-dimensional array notation that identifies their
position with respect to the average message’s view that is, N1;1 is the first router
passed through by the average message, X1;1 and Y1;1 are the first horizontal and ver-
tical channels available to that message, respectively. Note that Fig. 1 describes only
the part of the network that would be crossed by the average message.

Since each message can choose among four directions, the flow considered in the
analysis represents 1=4 of the entire flow generated by each node. So, let
1=sE ¼ 1=ðLsbitÞ be the message generation rate (messages/cycle) per each node,
where 1=sbit is the emission rate in bit/cycle, and L is the message average length.
The average flow considered in the analysis has generation rate s ¼ 4sE.

In minimal and fully adaptive wormhole, only the messages that have to change
both dimensions to reach the destination can use adaptive path selection. All the
other messages must follow a deterministic path. Hence, we can identify three flow
streams:

• the stream bX denoting messages that use exclusively channels of the dimension X ;
• the stream bY denoting messages that use exclusively channels of the dimension Y ;
• the stream a ¼ 1� ðbX þ bY Þ denoting messages that can use adaptive path selec-

tion along both dimensions.

As the traffic is uniform, the value of each stream can be estimated through the ratio
between the number of nodes reachable by that stream and the total number of
nodes:

a ¼ ðk � 1Þ2=ðk2 � 1Þ ¼ ðk � 1Þ=ðk þ 1Þ; ð1Þ

bX ¼ bY ¼ ðk � 1Þ=ðk2 � 1Þ ¼ 1=ðk þ 1Þ: ð2Þ
In Fig. 1 plain lines denote the paths of the a stream, horizontal dotted lines refer

to the bX stream, and vertical dotted lines refer to the bY stream. Time values and
flow rates associated with a channel of the a stream are identified by the same labels
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of the channel. For example, F X
i;j represents the flow rate of the a stream that uses Xi;j.

Moreover, T X
i;j denotes the residual transmission time from Xi;j that is, the mean time

the header flit takes to get from Xi;j to the destination. Analogous notation is used for
a vertical channel Yi;j.

A single parameter is sufficient for the identification of the residual transmission
time of the streams bX and bY , because they use channels along one dimension. For
example, T X

K�jþ1 refers to the channel X1;j which is used by bX , and T Y
K�iþ1 refers to the

channel Yi;1 which is used by bY . The sub-index denotes the number of router nodes
the b stream has yet to cross.

4. The analysis

The evaluation of the mean latency time is carried out through a mean flow anal-
ysis. We proceed along the following steps. In Section 4.1 we determine the equations
for all the flows in Fig. 1. Then in Section 4.2 we model each link as an M/G/1 queue
with multiple classes so that we can give the equations for the mean waiting time a
message experiences at each link. The solution of these equations requires an evalu-
ation of the utilization time of each link that, in turn, depends on the residual trans-
mission time which will be evaluated in Section 4.3. Finally, in Section 4.4 we
estimate the probabilities of link contention and define the equation for the mean la-
tency time.

4.1. Flow rates

When a message of the a stream reaches a node Ni;j, it attempts to continue along
the dimension X . If the channel Xi;j is not available (this happens with probability
pX ), then the message tries to continue along the dimension Y . If the channel Yi;j is
busy as well (this happens with probability pY ), then the message waits until one
channel is released. The evaluation of pX and pY is postponed to Section 4.4.1.
Now, we estimate the flow rates generated by the a stream using the flow conservation
law. To this purpose, let us introduce the following theorem:

Theorem 1 (bifurcation rule). Let F be the adaptive flow reaching a node, F X and F Y

be the horizontal and vertical flows exiting from that node, respectively. We have
F X ¼ F ð1� pX Þ=ð1� pXpY Þ and F Y ¼ FpX ð1� pY Þ=ð1� pXpY Þ.

Proof. The flow exiting from a node consists of two components: F and H . H denotes
the flow of messages previously queued due to channel unavailability along both
dimensions. Therefore, H ¼ ðF þ HÞpX pY and, after some algebra, H ¼ FpXpY =
ð1� pXpY Þ. Combining previous equations, we have

F þ H ¼ F =ð1� pX pY Þ: ð3Þ
F X and F Y are the fractions of F þ H that find the horizontal and vertical channel
not busy, respectively. Hence, F X ¼ ðF þ HÞð1� pX Þ and F Y ¼ ðF þ HÞpX ð1� pY Þ.
Therefore, from (3) we can write
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F X ¼ F ð1� pX Þ=ð1� pXpY Þ ¼ Ff X ; ð4Þ

F Y ¼ FpX ð1� pY Þ=ð1� pXpY Þ ¼ Ff Y : � ð5Þ

By applying the bifurcation rule to the a stream we obtain the equations for all the
flows of the diagram in Fig. 1. We partition the horizontal channels into six classes.
Each of them is affected by the same type of adaptive flow: the first channel X1;1;
the first row X1;j but the first channel; the first column Xi;1 but the first and the last
channels; the intermediate channels Xi;j but the first row, the first column and the
last row; the last channel of the first column XKþ1;1; the last row XKþ1;j but XKþ1;1.
Using Theorem 1 and Fig. 1, we obtain the flow rates associated with each class
of channels

F X
1;1 ¼ f Xa=s; ð6Þ

F X
1;j ¼ F X

1;j�1f
X ¼ ðf X Þja=s ðj ¼ 2; 3; . . . ;KÞ; ð7Þ

F X
i;1 ¼ F Y

i�1;1f
X ¼ ðf Y Þi�1f Xa=s ði ¼ 2; 3; . . . ;KÞ; ð8Þ

F X
i;j ¼ F X

i;j�1f
X þ F Y

i�1;jf
X ði; j ¼ 2; 3; . . . ;KÞ; ð9Þ

F X
Kþ1;1 ¼ F Y

K;1 ¼ ðf Y ÞKa=s; ð10Þ

F X
Kþ1;j ¼ F X

Kþ1;j�1 þ F Y
K;j ðj ¼ 2; 3; . . . ;KÞ: ð11Þ

Similarly, we partition the vertical channels into the following six classes: the first
channel Y1;1; the first row Y1;j but the first and last channels; the last channel Y1;Kþ1 of
the first row; the first column Yi;1 but the first channel; the intermediate channels Yi;j
but the first row, the first and the last columns; the last column Yi;Kþ1 but the first
channel. The flow rates associated with each class can be written as

F Y
1;1 ¼ f Y a=s; ð12Þ

F Y
1;j ¼ F X

1;j�1f
Y ¼ ðf X Þj�1f Y a=s ðj ¼ 2; 3; . . . ;KÞ; ð13Þ

F Y
1;Kþ1 ¼ F X

1;K ¼ ðf X ÞKa=s; ð14Þ

F Y
i;1 ¼ F Y

i�1;1f
Y ¼ ðf Y Þia=s ði ¼ 2; 3; . . . ;KÞ; ð15Þ

F Y
i;j ¼ F X

i;j�1f
Y þ F Y

i�1;jf
Y ði; j ¼ 2; 3; . . . ;KÞ; ð16Þ

F Y
i;Kþ1 ¼ F X

iK þ F Y
i�1;Kþ1 ði ¼ 2; 3; . . . ;KÞ: ð17Þ

There exist mutual dependencies among (6)–(17). Once estimated the probabilities
of link contention (see Section 4.4.1), these equations can be solved analyzing the
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flow of each channel starting from X1;1, and then following the west–east and north–
south directions.

4.2. Model of a link

We model each link as an M/G/1 queue with multiple classes of flow indexed
m ¼ 1; 2; . . . ;M . Assuming that class m messages arrive with Poisson rate km and re-
quire a mean service time equal to T m, we have the following expression for the mean
waiting time to get that channel [29, p. 276]:

W ¼
XM
m¼1

qm

q
E½Wm� ¼

1

2ð1� qÞ
XM
m¼1

km T
2

m

�
þ r2

m

�
; ð18Þ

where r2
m denotes the variance of Tm, and q ¼

PM
m¼1 kmT m. The service time Tm,

corresponding to the link utilization time for the flow of class m, will be evaluated in
Section 4.2.2.

4.2.1. Mean waiting time
The analysis is carried out focusing on messages that travel from N1;1 to NKþ1;Kþ1

following the west–east and north–south directions that is, in the south–east quad-
rant. Hence, the waiting times of interest are WWE and WNE for the horizontal chan-
nels, and WNS and WWS for the vertical channels. In particular, we give a detailed
estimation of WWE for a generic horizontal channel Xi;j. The other waiting times
are obtained through analogous considerations.

As shown by (18), to obtain WWE we have to determine the M classes of flow that
use Xi;j. Depending on the source and destination, that channel may represent the
first horizontal channel requested by a message generated at Pi;j, or a channel of
the last row of the diagram in Fig. 1 (that is, the message using it has no alternative
path), or any horizontal channel in the middle of the same diagram. Looking at Fig.

Fig. 2. Possible sources of contention when a west–east message asks for Xi;j (left), and a north–south mes-

sage asks for Yi;j (right).
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2, we can distinguish M ¼ 3 classes of flows that use Xi;j in different ways and affect
the waiting time WWE with the following contributions:

1. W ½north–east�
WE that is, the waiting time due to the flow that comes from north and,

once reached Ni;j, follows the east direction. This flow consists of two streams:
(a) The messages that have reached the row of the destination node and cannot
proceed in an adaptive way. From the point of view of the average message, Xi;j

corresponds to the channels XKþ1;j of the last row in Fig. 1. To estimate the
contribution of this stream, we sum all its components except the last channel
XKþ1;K . From (18) we have

W ½north–east�1
WE ¼ 1

2ð1� qWEÞ
XK
j¼1

F Y
K;j ðT X

Kþ1;jÞ
2

h
þ ðrX

Kþ1;jÞ
2
i
; ð19Þ

where F Y
K;j are in (15) and (16). To simplify the notation, we use the following ab-

breviation ðSX
i;jÞ

2 ¼ ½ðT X
i;jÞ

2 þ ðrX
i;jÞ

2�, and ðSY
i;jÞ

2 ¼ ½ðT Y
i;jÞ

2 þ ðrY
i;jÞ

2�.
(b) The messages that use Xi;j for an horizontal step and can still proceed in an
adaptive way. From the point of view of the average message, Xi;j represents
any generic horizontal channel except those of the last row in Fig. 1 that is,
any channel Xi;j for i; j ¼ 1; 2; . . . ;K. Hence, we have

W ½north–east�2
WE ¼ 1

2ð1� qWEÞ
XK
i¼2

XK
j¼1

f XF Y
i�1;jðSX

i;jÞ
2
: ð20Þ

2. W ½south–east�
WE that is, the waiting time due to the flow that comes from south and,

once reached the node Ni;j, changes dimension following the east direction. This
flow is symmetric to W ½north–east�

WE . The estimation of its two components
W ½south–east�1

WE and W ½south–east�2
WE is quite analogous to (19) and (20). Therefore, in the

evaluation of WWE, W
½south–east�
WE gives the same contribution as W ½north–east�

WE .
3. W ½Pi;j–east�

WE that is, the waiting time due to messages generated at Pi;j and going to-
wards east. From the point of view of the average message, the channel under
consideration in Fig. 1 is X1;1. As X1;1 is used by any stream going towards east
(in both south and north directions), we multiply by two the equations of the de-
terministic and adaptive streams. Specifically:

(a) The messages that have to reach a destination which is in the same row of
the sender processor (horizontal dotted line in Fig. 1) contribute as

W ½Pi;j–east�1
WE ¼ bX

ð1� qWEÞs
ðSX

K Þ
2
: ð21Þ

(b) The messages that have to reach a destination which is in a different row
and column (plain arrows in Fig. 1) contribute as

W ½Pi;j–east�2
WE ¼ af X

ð1� qWEÞs
ðSX

1;1Þ
2: ð22Þ
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Taking into account all previous contributions, we get

WWE ¼ 1

1� qWE

XK
j¼1

F Y
K;jðSX

Kþ1;jÞ
2

"
þ
XK
i¼2

XK
j¼1

f XF Y
i�1;jðSX

i;jÞ
2

þ bX

s
ðSX

K Þ
2 þ af X

s
ðSX

1;1Þ
2

#
; ð23Þ

where ðSX
i;jÞ

2
and ðSY

i;jÞ
2
are evaluated in Section 4.2.2, and the utilization rate is

qWE ¼ q½north–east�
WE þ q½south–east�

WE þ q½Pi;j–east�
WE

¼ 2
XK
j¼1

F Y
K;jT

X
Kþ1;j

 
þ
XK
i¼2

XK
j¼1

f X F Y
i�1;jT

X
i;j þ

bX

s
T

X
K�1 þ

af X

s
T

X
1;1

!
: ð24Þ

The other waiting times can be estimated through the same approach used for
WWE. For the west–east direction in X (Fig. 2), we have

WNE ¼ 1

1� qNE

XK�1
j¼1

F X
Kþ1;jðSX

Kþ1;jþ1Þ
2

"
þ
XK
i¼1

XK�1
j¼1

f XF Y
i;jðSX

i;jþ1Þ
2

þ
XK�1
j¼1

bX

s
ðSX

j Þ
2 þ af X

s
ðSX

1;1Þ
2

#
: ð25Þ

For the north–south direction in the dimension Y , we have to evaluate WNS and WWS.
The three classes of flows on Yi;j are shown in Fig. 2. We get

WNS ¼
1

1� qNS

XK
i¼1

F X
i;KðSY

i;Kþ1Þ
2

"
þ
XK
i¼1

XK�1
j¼1

f Y F X
i;jðSY

i;jþ1Þ
2

þ bY

s
ðSY

KÞ
2 þ af Y

s
ðSY

1;1Þ
2

#
; ð26Þ

WWS ¼
1

1� qWS

XK�1
i¼1

F Y
i;Kþ1ðSY

iþ1;Kþ1Þ
2

"
þ
XK�1
i¼1

XK
j¼1

f Y F Y
i;jðSX

iþ1;jÞ
2

þ
XK
i¼1

bY

s
ðSY

i Þ
2 þ af Y

s
ðSY

1;1Þ
2

#
: ð27Þ

4.2.2. Link utilization time
A message holds a link for a period that we call link utilization time. Its value is

equal to the residual transmission time of the message minus the time for the already
transmitted flits. Some simple considerations lead to the following equations that de-
note the link utilization time as a function of the link position in an average message
transmission

T
X
j ¼ T X

j � j ðj ¼ 1; . . . ;KÞ; ð28Þ
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T
Y
i ¼ T Y

i � i ði ¼ 1; . . . ;KÞ; ð29Þ

T
X
i;j ¼ T X

i;j � ð2K � i� jþ 2Þ ði ¼ 1; . . . ;K þ 1; j ¼ 1; . . . ;KÞ; ð30Þ

T
Y
i;j ¼ T Y

i;j � ð2K � i� jþ 2Þ ði ¼ 1; . . . ;K; j ¼ 1; . . . ;K þ 1Þ: ð31Þ

The evaluation of the residual transmission times is presented in Section 4.3. The
general distribution assumed for the link utilization time would require also the spec-
ification of the variance of the service time T i;j. We observe that in wormhole routing
the link utilization time is equal to the mean time to transmit the entire message plus
the mean waiting time to obtain the remaining links of the path. The former term has
a known distribution (that chosen for the message length), whereas the latter term
and the covariance between these terms are unknown. We assume null covariance
and exponential distribution for the mean waiting time. These assumptions typically
lead the analytical values to underestimate the real mean latency times unless for
very low message generation rates, as shown by the model validation section.

4.3. Residual transmission time

The residual transmission time T X
i;j is the average delay the header of a message

experiences while traveling from Xi;j to the destination. Hence, Tlatency represents
the residual transmission time of a message from the source node. To evaluate resid-
ual transmission time values, we adopt a backward analysis that moves from the data
trail node of the diagram in Fig. 1 back to the first line of horizontal and vertical
channels.

The mean time TDT to complete the data trail phase is a known parameter because
it corresponds to the transmission time of all the flits of an average message. There-
fore, we can write TDT ¼ L=B, where B denotes the number of wires per link, and L
the average length of the message in flits.

For the adaptive messages, we distinguish four classes of horizontal channels: the
last channel of the last row XKþ1;K ; the last column Xi;K but XKþ1;K ; the last row XKþ1;j
but XKþ1;K ; the other Xi;j. These classes have the following residual transmission
times:

T X
Kþ1;K ¼ TDT þ 1; ð32Þ

T X
i;K ¼ WWS þ T Y

i;Kþ1 þ 1 ði ¼ 1; 2; . . . ;KÞ; ð33Þ

T X
Kþ1;j ¼ WWE þ T X

Kþ1;jþ1 þ 1 ðj ¼ 1; 2; . . . ;K � 1Þ; ð34Þ

T X
i;j ¼ ð1� pX ÞT X

i;jþ1 þ pX ð1� pY ÞT Y
i;jþ1

þ pX pY rðWWET X
i;jþ1Þ

h
þ ð1� rÞðWWST Y

i;jþ1Þ
i
þ 1

ði ¼ 1; 2; . . . ;K; j ¼ 1; 2; . . . ;K � 1Þ: ð35Þ
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The residual transmission times in (32)–(34) are immediately derived from Fig. 1.
The additional unit term denotes the time to transmit one data flit through a link.
The residual transmission time in (35) for the intermediate links is obtained by add-
ing the time values corresponding to the following events multiplied by the probabil-
ity of their occurrence: the message continues along the dimension X ; the message
continues along the dimension Y ; the message has found both channels busy, and
will continue when either one becomes free.

The equations for the residual transmission time of the vertical channels are ob-
tained in a similar way. We distinguish four classes of vertical channels: the last
channel of the last column YK;Kþ1; the last row YK;j but YK;Kþ1; the last column
Yi;Kþ1 but YK;Kþ1; the other Yi;j. Therefore, we get

T Y
K;Kþ1 ¼ TDT þ 1; ð36Þ

T Y
K;j ¼ WNE þ T X

Kþ1;j þ 1 ðj ¼ 1; 2; . . . ;KÞ; ð37Þ

T Y
i;Kþ1 ¼ WNS þ T Y

iþ1;Kþ1 þ 1 ði ¼ 1; 2; . . . ;K � 1Þ; ð38Þ

T Y
i;j ¼ ð1� pX ÞT X

iþ1;j þ pX ð1� pY ÞT Y
iþ1;j þ pX pY

� sðWNST X
iþ1;jÞ

h
þ ð1� sÞðWNET Y

iþ1;jÞ
i
þ 1

ði ¼ 1; 2; . . . ;K � 1; j ¼ 1; 2; . . . ;KÞ: ð39Þ

The terms r and s in (35) and (39) are binary terms: if WWS < WWE, then r ¼ 0, else
r ¼ 1; if WNE < WNS, then s ¼ 0, else s ¼ 1. The residual transmission time values as-
sociated with the bX and bY streams are obtained analogously

T X
1 ¼ T Y

1 ¼ TDT þ 1; ð40Þ

T X
j ¼ WWE þ T X

j�1 þ 1 ðj ¼ 2; . . . ;KÞ; ð41Þ

T Y
i ¼ WNS þ T Y

i�1 þ 1 ði ¼ 2; . . . ;KÞ: ð42Þ

Eqs. (32)–(42) are in recursive form. They can be solved through a backward flow
analysis starting from TDT, and then following the south–north and west–east direc-
tion, alternating horizontal and vertical channels.

4.4. Evaluation of the latency time

4.4.1. Probability of link contention
The evaluation of the mean latency time requires an estimation of the probability

of contention on the vertical and horizontal links, that is pX and pY . These probabil-
ities can be obtained as the sum of all flow rates and time values along horizontal and
vertical links, respectively. In addition to the flows that travel following the west–east
direction in X and the north–south direction in Y (as shown by Fig. 1), a horizontal
channel is used also by the flows that follow the south–north and west–east direc-
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tions. Analogously, a vertical channel is used also by the flows that follow the north–
south and east–west directions. These contributions double the amount of messages
on each link and motivate the multiplier terms two in the following equations:

pX ¼ 2
XKþ1
i¼1

XK
j¼1

F X
i;jT

X
i;j þ

2bX

s

XK
j¼1

T
X
j ; ð43Þ

pY ¼ 2
XK
i¼1

XKþ1
j¼1

F Y
i;jT

Y
i;j þ

2bY

s

XK
i¼1

T
Y
i : ð44Þ

4.4.2. Mean latency time
We are now able to evaluate the mean latency time as weighted sum of the resid-

ual transmission time values experienced by a, bX , bY . We get

TlatencyðsEÞ ¼ aT a þ bX T X
K

�
þ WWE þ WNE

�
þ bY T Y

K

�
þ WNS þ WWS

�
; ð45Þ

where

T a ¼ ð1� pX ÞT X
1;1 þ pX ð1� pY ÞT Y

1;1 þ pXpY

� vðWWE

h
þ WNE þ T X

1;1Þ þ ð1� vÞðWNS þ WWS þ T Y
1;1Þ
i
; ð46Þ

v is a binary term, that is if ðWWE þ WNEÞ < ðWNS þ WWSÞ, then v ¼ 1, else v ¼ 0. The
mutual dependency existing among some variables does not permit to achieve a
closed formula for the mean latency time. However, a simple backward computation
provides any performance value in few iterative steps.

5. Validation and performance

In this section we validate the analytical model through a discrete event simulator.
The independent replications method was used to obtain confidence intervals at 95%
level of confidence.

We report values related to four different network dimensions: 4� 4, 8� 8,
12� 12 and 16� 16. The average message length is 12 flits, hence we validate the
model in the case of average message length greater than the average path length,
average message length equal to the average path length, and average message length
smaller than the average path length. The message generation is modeled as a Pois-
son process with sE time cycles per node, and the message destination is an uniformly
distributed random variable.

Tables 1 and 2 show the analytical and simulated latency times for the transmis-
sion of a message. The results show that the latency evaluated through the model is a
good approximation of that obtained through simulation. In particular, the error is
under 6% for low and medium arrival rates and under 12% for high arrival rates that
tend to saturate the network.

F. Quaglia et al. / Parallel Computing 28 (2002) 485–501 497



As an example of application, we use our model to perform some analytical com-
parisons between the performance of adaptive and deterministic wormhole. To this
purpose, we use the model of deterministic routing presented in [7]. In the plots, the
message generation time sE is denoted as mgt. Delay is measured in clock cycles. Re-
call that the main task of this paper is the presentation of the analytical model for
wormhole routing and not a truly comparison of deterministic and adaptive perfor-
mance. Therefore, the analytical comparison will be short.

In Fig. 3 we estimate the influence of the network dimension on the communica-
tion in the case of low, medium, and high traffic (sE ¼ 300, 500 and 1000, respec-
tively). In particular, we plot the average blocking time per hop (that is, the
waiting time to get a link) for an average message length of 12 flits. The advantages
of adaptive routing become evident for medium-large traffic. Fig. 4 compares the
mean latency time of deterministic and adaptive routing in a 12� 12 torus with
bi-directional links as a function of the message length, for three message generation

Table 1

Comparison of analytical and simulation results for 4� 4 and 8� 8 torus

Gen. rate

per node

4� 4 8� 8

Simulation Model Error (%) Simulation Model Error (%)

0.001 13.43 13.65 þ1:6 15.55 15.73 þ1.1
0.002 13.58 13.70 þ0:9 15.96 15.92 �0.3
0.003 13.68 13.75 þ0:5 16.27 16.11 �1.0
0.004 13.89 13.81 �0.6 16.81 16.31 �2.9
0.005 14.14 13.87 �1.9 17.10 16.51 �4.6
0.006 14.32 13.93 �2.7 17.66 16.72 �5.3
0.007 14.53 13.98 �3.8 18.15 16.94 �6.6
0.008 14.73 14.04 �4.7 18.65 17.18 �7.9
0.009 14.89 14.10 �5.3 19.14 17.42 �8.9
0.010 15.06 14.17 �5.9 19.52 17.69 �9.4
0.011 15.29 14.23 �6.9 20.12 17.97 �10.7
0.015 16.10 14.50 �9.9 22.18 19.39 �12.6

Table 2

Comparison of analytical and simulation results for 12� 12 and 16� 16 torus

Gen. rate

per node

12� 12 16� 16

Simulation Model Error (%) Simulation Model Error (%)

0.001 17.79 17.90 þ0:6 20.07 20.05 þ0.1
0.002 18.43 18.31 �0.6 20.99 20.65 �1.6
0.003 19.09 18.76 �1.6 21.85 21.37 �2.2
0.004 19.88 19.27 �3.0 22.82 22.27 �2.5
0.005 20.73 19.87 �4.1 23.99 23.47 �2.2
0.006 21.33 20.58 �3.5 25.06 25.34 þ1.1
0.007 22.15 21.40 �3.4 26.27 29.28 þ11.4
0.008 22.65 22.52 �0.6 – – –

0.009 23.25 24.20 þ4.0 – – –
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Fig. 3. Mean blocking time per hop for deterministic and adaptive routing as a function of the torus di-

mension k � k.

Fig. 4. Mean latency time for deterministic and adaptive routing as a function of the message length for

three traffic conditions.
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time values that is, sE ¼ 300, sE ¼ 500, and sE ¼ 1000. The adaptive technique ap-
plied to the torus topology achieves best performances for any considered message
generation rate and message length. Moreover, it is important to observe that the
torus topology favors the adaptive policies even for uniform traffic. Conversely, as
demonstrated in [6], in a mesh without wrap-around connections the degree of adap-
tiveness is more limited, thereby leading to prefer deterministic to adaptive strategies
in the case of uniform traffic.

6. Conclusions

In this paper we propose a modeling approach to evaluate the message latency
time of minimal and fully adaptive wormhole routing in two-dimensional torus.
The assumptions that render the model analytically tractable are commonly accepted
in literature. Due to the complexity of the investigated routing strategy, a closed
form solution for the latency time is impracticable. Our analysis achieves recursive
formulas that give the average latency time in a few iterative steps. We validate
our analysis through simulations that demonstrate the accuracy of the results. As
a final point, we would like to remark that no theoretical limitation prevents the ex-
tension of our analysis to hypercubes and other symmetric topologies with wrap-
around connections.
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